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Abstract— While legged locomotion has achieved notable
progress, with striking demonstrations showcasing its potential,
quadrupedal robots continue to face challenges in realizing
efficient and reliable autonomy. This limitation remains a signif-
icant obstacle to their widespread use in high-risk, real-world
scenarios. In this paper, we take a critical first step toward
achieving quadrupedal autonomy – extending beyond locomotion
alone – through a modular design that seamlessly integrates
multimodal state estimation, online mapping (perception), and
ESDF-based planning. We incorporate these quadrupedal-
tailored algorithms into our Ghost Vision 60 quadrupedal
platform (see Fig. 1) to develop an efficient autonomy stack,
which is validated by an autonomous exploration application
in a GPS-denied indoor environment.

I. INTRODUCTION

Quadrupedal robots, given their capacity to traverse diffi-

cult terrains that wheeled systems cannot, are ideally suited

for applications such as disaster response, planetary explo-

ration, and industrial inspection. For example, Fig. 1 depicts

our quadruped robot (Ghost Vision 60), highlighting its

capacity for deployment in real world to undertake tasks

including environmental monitoring and the collection of

scientific data. Nevertheless, despite notable recent devel-

opments [1], these robots have not yet attained the efficient

and robust autonomy essential for reliable operation within

high-risk domains. Presently, sensing and perception systems

such as cameras encounter substantial limitations in envi-

ronments marked by low light, or minimal texture, thereby

compromising the accuracy and efficacy of state estimation

and motion planning. These impediments are exacerbated

by the stringent resource constraints imposed upon any

real robot during field operations, which pose significant

challenges to effective autonomy algorithms. As such, in this

paper, we take a deliberate step forward to develop efficient

quadrupedal autonomy.

Recently, we have witnessed significant advancements on

quadrupedal locomotion [1], [2]. However, these robots still

lack the robust and assured autonomy needed for reliable

performance in the wild. In particular, the lack of efficient

state estimation and motion planning algorithms tailored to

quadrupedal legged systems severely limits their autonomy.

Many existing approaches (e.g., [3]) rely on computationally

expensive trajectory optimization or reinforcement learning

methods that, while effective in controlled settings, often

struggle with real-time performance in unknown environ-

ments. State estimation typically prioritizes accuracy over
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Fig. 1: A Ghost Vision 60 quadruped robot equipped with

multmodal sensors such as Lidar and cameras serves as the

hardware platform for the proposed autonomy algorithms.

efficiency and robustness, failing to fully exploit the in-

herent constraints of quadrupedal locomotion [4]–[8]. As

a result, it remains slow and unreliable, particularly when

optimally fusing multimodal data. Similarly, motion planning

for quadrupeds is largely adapted from wheeled and aerial

robots [9]–[11]. Many planners rely on precomputed trajec-

tories or sampling-based methods that are computationally

intensive and slow to react to environmental changes. This

inefficiency limits the ability of quadrupedal robots to navi-

gate unknowns autonomously.

In this paper, we take a pivotal first step toward achieving

quadrupedal autonomy–beyond mere locomotion–by adopt-

ing a modular design that seamlessly integrates multi-

modal state estimation, online multimodal mapping (per-

ception), and Euclidean Signed Distance Function (ESDF)-

based quadrupedal planning, which would equip quadrupeds

with efficient autonomy to tackle diverse tasks such as au-

tonomous exploration. Key innovations include a lightweight,

kinematics-constrained, gait-informed visual-inertial estima-

tion module that offers accurate navigation even in GPS-

denied environments. Based on the precise localization, an

online multimodal ESDF-based mapper is developed by ex-

tending the off-the-shelf nvblox library [12] to efficiently fuse

LiDAR and RGBD data available to the quadrupedal robot.

Furthermore, we build a resource-aware planner that lever-

ages the ESDF map directly and incorporates quadrupedal

kinodynamic constraints, allowing to dynamically adapt to



its environment despite limited computing resources. As a

culminating point, we integrate our quadrupedal-tailored au-

tonomy algorithms – spanning state estimation, mapping/per-

ception, and motion planning – into the Ghost Vision 60 plat-

form to build an efficient and robust quadrupedal autonomy

stack. To validate this system, we develop an autonomous

exploration application and carry out preliminary testing in

a GPS-denied indoor environment.

II. RELATED WORK

As quadrupedal robots continue to advance, a substantial

body of literature has emerged (e.g., [13]). In this section, we

provide a brief review of the work most relevant to the pro-

posed method, without intention to present a comprehensive

survey on quadrupedal robotics.

A. Perception and Estimation

Truncated Signed Distance Function (TSDF) [14] is often

used to fuse range data into a coherent volumetric represen-

tation. In particular, voxblox [15] has shown the viability of

incremental TSDF and ESDF computation for real-time on-

board applications. GPU-accelerated extensions like nvblox

[12] further enhance these methods, enabling high-resolution

mapping in large-scale and dynamic environments, which

will be also leveraged in this work. For legged locomotion,

elevation maps are often used to model the topography of

the ground and are typically generated by fusing data from

sensors such as LiDAR and stereo/depth cameras [16]–[18].

Such maps are useful for navigation, obstacle avoidance, and

path planning, as they capture both geometric and semantic

details of the ground surface.

Efficient state estimation is needed for legged robots that

are typically equipped with high-rate IMUs and leg encoders.

Proprioceptive-based state estimators [8], [19], [20] perform

well at lower velocities, high friction, and rigid terrain but

tend to drift during foot slippage, and deformable terrains.

To address this issue, one may detect unstable foot contacts

and reduce their influence on estimation [21], [22]. While

using exteroceptive sensors with legged robots, during the

gait motion, ground contact generates impact forces that

corrupts the inertial measurements and introduce disturbance

into exteroceptive data. While incorporating leg kinematics

within Visual Inertial Navigation System (VINS) improves

estimation accuracy [6]–[8], [23]–[28], achieving robust es-

timation in low-light and textureless environments which

remains a challenge for VINS.

B. Planning and Control

Recent model-based control is often augmented with the

perception information by either sequentially or jointly plan-

ning the footholds and whole-body motion but limiting com-

plex movements [11], [29]–[32]. Learning-based locomotion

prevails lately and has resulted in some agile controllers with

less manual effort than model-based controllers. Although a

policy may be learned in simulations to maximize a reward

that encodes the task, the hurdle of sim-to-real gap remains.

Researchers have attempted to address this with domain

randomization [33], [34], rapid motor adaptation [35], [36],

Fig. 2: System diagram of the proposed quadrupedal auton-

omy stack, shows all the modules and connections.

and multi-modal delay randomization [37] to induce robust-

ness against multiple sensors. While perception-informed

policies were also deployed with quadrupeds for tasks such

as obstacle avoidance [38], they can be sample inefficient

and unreliable being black-boxed.

III. OVERVIEW OF QUADRUPEDAL AUTONOMY

Fig. 1 shows the hardware platform of our quadrupedal

robot (Ghost Vision 60), which is equipped with a set of mul-

timodal sensors, including Ouster Lidar OS1 (or Velodyne

VLP-16), monocular cameras and RGBD sensors (RealSense

D435), along with the IMU and joint encoders. There are two

embedded computers onboard: an NVIDIA Xavier, which

handles low-level control, and an Orin, which manages the

high-level autonomy stack. The low-latency communication

between them is via Ethernet with ROS2 Data Distribution

Service (DDS).

Fig. 2 illustrates the system diagram of the proposed

quadrupedal autonomy stack. While not novel in itself,

this baseline system facilitates the integration of several

innovative modular algorithms. The State Estimation module

fuses the inputs from IMU at 500 Hz, monocular Camera at

30 Hz, leg joint encoders at 250 Hz and estimates the body

pose and velocity at 30 Hz. Online Mapping module takes

the pointclouds of the Lidar and depth sensor along with pose

estimates and generates an ESDF map for planning at 1Hz
The Frontier Exploration module takes in the ESDF map as

input and generates frontier centroids using a traveling sales-

man problem. Global Planner generates a viable path from

the frontier centroids and outputs the next waypoint goal,

while the Local Trajectory planner takes this waypoint goal,

optimizes a bezier curve trajectory, and outputs velocities

and yaw rate sent to the low-level controller to execute.

IV. LIGHTWEIGHT MULTIMODAL STATE ESTIMATION

State estimation is at the core of the proposed quadrupedal

autonomy, providing accurate real-time estimates to enable

the downstream perception and planning modules. The pro-

posed multimodal state estimator is built upon our prior

work [27] and efficiently fuses the IMU readings, visual

feature measurements and robot kinematics, as well as, for

the first time, the legged motion gait constraints.



A. Visual-Inertial Estimation

Assuming the IMU coincides with the center of mass

(COM) of the robot’s body or floating base, the state vector

includes the toe positions (which serve as the landmarks) and

the standard navigation states:1
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[
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where xIk is the current body/IMU state, xCk
are the n

historical cloned poses in the global frame {G}, xτ are the w
static toe landmark positions. Ik

G q̄ is the JPL unit quaternion

corresponding to the rotation Ik
G R from {G} to {I}, GpIk

and GvIk are the position and velocity, and bg and ba are the

biases of the gyroscope and accelerometer, respectively. The

navigation state evolves over time with the IMU kinematics,

using incoming linear acceleration Iak, and angular velocity
I
ωk, which is given by [39]:

xIk+1
= fI(xIk ,

Iak,
I
ωk,nI) (5)

where nI = [n⊤

a n⊤

g n⊤

wa n⊤

wg]
⊤ contains the zero-mean

white Gaussian noises and random walks of the biases.

We detect and track static environmental features over im-

ages with optical flow, whose measurement zCk
at timestep k

is obtained by projecting the 3D global position Gpf onto

the image plane:

zCk
= hc(xCk

,Ckpf ) + nCk
(6)

where Ckpf = C
I R

Ik
G R(Gpf −

GpIk) +
CpI (7)

where {CI R,CpI} is the IMU-camera extrinsic transfor-

mation which is assumed to be known otherwise can be

calibrated either online or offline [40], and nCk
is the camera

measurement noise. We perform the MSCKF-based VINS as

the backbone estimator to efficiently propagate with the IMU

readings and update with the visual measurements [41], [42].

B. Incorporating Kinematics Constraints

When the robot is walking, and the leg is in contact

with ground, we compute the position of toe as a landmark
Gpτ in global frame using the forward kinematics Ipτ (θm)
and IMU pose estimates, then initialize it into the state (4).

During the rest of the contact phase, we also update the state

with this leg-kinematic measurement [27]:

zℓ = hℓ(xI ,
Gpτ ,

Ipτ )=
I
GR(Gpτ−

GpI)−
Ipτ (θm) (8)

where Ipτ (θm) = gℓ(
L
I R, IpL, ℓ,θm) (9)

where {LI R,GpI} is the IMU-Leg extrinsic transformation,
Gpτ is toe landmark, θm are the leg encoder measurements,

ℓ are the link lengths of leg. The leg contact is detected

statistically and when the contact is lost, we marginalize out

the toe landmark from the state to bound computational cost.

Fig. 3: Walking ground plane constructed from the toe

positions in the global frame.

C. Incorporating Gait Constraints

We found empirically that the VINS on quadrupeds may

accumulate significant drifts in the estimated trajectories,

in particular, along the z-axis, primarily due to the contact

impulse experienced in a walking robot. Although updating

with leg measurements can help but certainly not elimi-

nate the z-axis drift. This drift may cause the estimated

position of the robot to deviate gradually from the actual

ground plane where the robot is walking on, thus leading

to serious issues for perception and planning. For example,

due to this drift, the online ESDF map would be distorted,

causing the previously explored ground areas to shift up-

wards and be misinterpreted as obstacles. Consequently, this

erroneous mapping easily prevents the planner from recog-

nizing obstacle-free paths on the ground plane. Regarding

autonomous exploration, such misinterpretations can severely

impact frontier-based exploration, as the inability to navigate

through falsely labeled obstacles may hinder the robot to

explore the environment effectively.

To address this issue, we propose to utilize the prior

knowledge that the robot is primarily walking on a ground

plane at a given time for the exploration scenarios under

consideration (e.g., structured indoor environments); that is,

we constrain the toe landmark point Gpτ on the ground

plane so that the z-axis drift can be bounded at all times.

Specifically, when the robot is standing, we extract a ground

plane normal nπ using the four toe landmarks in global frame
Gpτ as shown in Fig. 3. Every time the toe is in contact

with the ground, and if the drift in z-axis with the ground

plane exceeds a certain threshold, we further update the state

with the walk-on-plane constraint, which can be obtained by

projecting toe landmark on the ground plane nπ as follows:

zπ := 0 = n⊤

π
Gpτ − 1 + σπ

= n⊤

π (
I
GR

⊤Ipτ (θm) + GpI)− 1 + σπ (10)

where Ipτ (θm) is the forward kinematics transformation

from leg toe to the body frame {I}. We then perform update

in our MSCKF-based VINS estimator with this walk-on-

plane measurement whenever it is detected as valid.

1Throughout this paper x̂ is used to denote the estimate of a random
variable x, while x̃ = x ⊟ x̂ is the error of this estimate. We define the

orientation error quaternion, δθ, as q̄ ⊗ ˆ̄q−1 ≃
[

1

2
δθ⊤ 1

]⊤
[39].



V. ONLINE MULTIMODAL ESDF MAPPING

The Online Mapping module fuses multimodal depth data

from the D435i depth camera and VLP-16 (or OS1) LiDAR

(see Fig. 1) to build an online high-resolution ESDF-based

map to support planning.

A. Multimodal Depth Fusion

We integrate D435i depth camera and VLP-16 point cloud

into the volumetric map by first using GPU-based ray tracing

to identify and allocate visible voxel blocks. Each voxel

center is transformed into the sensor frame and projected

into the depth image to compute depth:

d = D
[

πsensor

(
TCLpL

)]

(11)

where πsensor is the sensor-specific projection function (i.e.,

a pinhole model for cameras and a polar conversion for

LiDAR), TCL and pL is the relative sensor pose and

position to the layer. Depth values are then sampled, using

nearest-neighbor for dense camera data or modified linear

interpolation for sparse LiDAR scans, to update the map,

efficiently fusing multi-modal data for real-time volumetric

reconstruction. This fusion enhances the density and ro-

bustness of the depth measurements, particularly in low-

texture environments. Notably, the LiDAR’s wide field-of-

view (FOV) and long-range capabilities make it well-suited

for large-scale mapping, while the depth camera, oriented

forward and slightly tilted towards the ground, refines the

map in the immediate vicinity of the robot. This comple-

mentary sensing modalities enable accurate mapping of both

distant structures and fine details of close distance.

B. ESDF Generation

Leveraging the off-the-shelf nvblox [12] which is a GPU-

accelerated ESDF-mapping framework, we construct a TSDF

whose value in a voxel ν is computed as a weighted average

of measurements:

ϕ(ν) =

∑

i wi · clip
(

di − ∥ν − pi∥, −ϵ, ϵ
)

∑

i wi

, (12)

where di is the depth measurement from the i-th sensor, pi

denotes the corresponding sensor position, ϵ is the truncation

distance, and wi reflects the confidence of the measurement.

The clipping function limits the signed distance to the

interval [−ϵ, ϵ], thereby mitigating the influence of sensor

noise and outliers. Subsequently, we derive the ESDF from

the TSDF via an incremental wavefront expansion (see [15]).

Specfically, when the TSDF value of a voxel changes, it is

queued, and its neighbors are updated using the rule:

d(νnb)← min
(

d(νnb), d(ν) + ∥νnb − ν∥
)

, (13)

ensuring that the ESDF value of each voxel reflects the

minimum Euclidean distance from the nearest obstacle. The

sign of the ESDF is inherited from the TSDF, thereby

distinguishing free space from occupied regions.

Note that accurate poses from the State Estimation module

ensure that successive depth maps are accurately aligned

within a common global frame, which is critical for maintain-

ing an accurate map in dynamic environments. With real-time

updates enabled by GPU-based computation from nvblox, the

resulting ESDF provides explicit distance-to-obstacle metrics

that are essential for robust and efficient planning.

VI. EFFICIENT ESDF-BASED PLANNING

The objective of Local Planner is to generate a collision-

free trajectory in the 2D configuration space R2×SO(2) with

configuration being q =
[
x y θ

]⊤
. The planner drives the

robot from its initial state to a designated goal configuration

under the following common assumptions:

• The robot operates on a plane parallel to XY -plane at

a constant height zrobot, with altitude variations being

negligible.

• The robot is modeled as a rigid cylinder with radius

rrobot, mass m, and moment of inertia I about the Z-

axis, ensuring collision detection, spatial reasoning, and

consideration of its heavy body.

• The robot is equipped with a low-level locomotion

controller that tracks commanded local velocities in

XY -plane and yaw rate u =
[
ux uy uθ

]⊤
, resulting

in holonomic dynamics [43].

The equation of motion for the assumed dynamics, for which

the motion is to be planned, is given by:

q̈ =

[
−

k

m
0 0

0 −
k

m
0

0 0 −
kθ

I

]

q̇

︸ ︷︷ ︸

A

+

[
k

m
cos(θ) −

k

m
sin(θ) 0

k

m
sin(θ) k

m
cos(θ) 0

0 0
kθ

I

]

︸ ︷︷ ︸

B(θ)

u, (14)

where k and kθ are proportional constants characterizing

the tracking performance of the low-level controller for

planar linear and angular motion. This formulation describes

a holonomic system, meaning the robot can move in any

direction regardless of its orientation. A key advantage of

this model is that, given a twice-differentiable configuration

trajectory q(t), the control inputs can be computed as:

u(t) = (B(θ(t)))
−1

(q̈(t)−Aq̇(t)) . (15)

We represent configuration space trajectories using Bézier

curves due to their smoothness and intuitive shape control via

control points. Moreover, the de Casteljau algorithm offers an

efficient and numerically stable method for curve evaluation

[44]. For a trajectory defined over the time interval t ∈ [0, T ],
the Bézier curve is given by

q(t) =

n∑

i=0

(
n

i

)(

1−
t

T

)n−i (
t

T

)i

Pi, (16)

where Pi ∈ R
3 (i = 1, · · · , n) are the control points.

A. Problem Formulation

The objective local planner is to compute a trajectory that

transitions the robot from its initial state [qinit, q̇init] to a

target configuration qgoal while avoiding obstacles. Although

many methods for this aim exist—such as building safe cor-

ridors in a cluttered space [45]—they often require additional

computational resources once a map is given. Instead, to

avoid additional computation on the available map, inspired

by [46], we directly leverage the already computed ESDF to

formulate a constrained optimization problem. The cost and



constraints are evaluated on a trajectory discretized with N
time interval [0, T ], that is, q(tk), tk = k T

N
for k = 0, . . . , N .

The optimization problem is given by:

min
P

N−1∑

k=0

{w1 ∥q̈(tk)∥
2 + w2 ∥q̇(tk)∥

2−

w3

[
x(tk) y(tk) zrobot

]⊤
)}+ w4 ∥q(T )⊟ qgoal∥

2,

s.t. q(0) = qinit, q̇(0) = q̇init,

umin ≤ u(tk) ≤ umax,

d(
[
x(tk) y(tk) zrobot

]⊤
) ≥ dsafe + rrobot,

q(tk) is given by (16).

for k = 0, . . . , N
(17)

In the above cost function: (i) The smoothness

term w1 ∥q̈(tk)∥
2 and w2 ∥q̇(tk)∥

2 penalizes

accelerations and velocities. (ii) The clearance term

−w3 d(
[
x(tk) y(tk) zrobot

]⊤
) where d(·) is the

ESDF (12) encourages trajectories that maintain a safe

distance from obstacles. (iii) The goal-tracking term

w4 ∥q(T ) ⊟ qgoal∥
2 softly enforces convergence to the

target configuration. The initial state constraints are strictly

enforced to the initial state of the robot. Bounds on input

umin ≤ u(tk) ≤ umax imposes a constraint on trajectory

through the control law (15), while the collision avoidance

constraint d(
[
x(tk) y(tk) zrobot

]⊤
) ≥ dsafe + rrobot

ensures a minimum distance from obstacles additional to

model’s dimensions.

B. Efficient Solution

The optimization problem is inherently nonlinear due to

the nonlinearities in the ESDF for any nontrivial environ-

ment. We solve for the control points Pi using a gradient-

descent method with line search, incorporating inequality

constraints through penalty terms in the cost function. Gradi-

ents are computed via finite differences, and ESDF values are

obtained via bilinear interpolation. The robot’s initial state is

strictly enforced by setting the first two control points as

P0 = qinit, P1 =
qinit

n
+ q̇init

We then iteratively refine the remaining control points until

the cost converges, after which we compute the control inputs

using (15) that is commanded to the robot to execute the

computed trajectory. Although penalty-based methods can

tolerate trajectories that initially violate constraints, starting

inside obstacles often causes divergence or increases the

number of required iterations. To enhance solver stability,

we generate an obstacle-free initial guess using the available

ESDF, as outlined in Algorithm 1. While this heuristic does

not guarantee absolute feasibility, in practice the solver can

typically recover from any small infeasibilities and converge

to a valid solution.

C. Experimental Validation

We tested our planner on the Ghost Vision 60 quadrupedal

robot, shown in Figure 1. This robot weighs around m =
50kg and has a moment of inertia of 0.9kg.m2 about its z-

axis, and a maximum body length of 0.9m. For added safety,

Algorithm 1 Initial guess generation for local planner

Require: Initial configuration qinit, Goal configuration qgoal

Ensure: Discrete Trajectory {q0, . . . ,qN}
1: Set q0 ← Start position and orientation

2: Set time step ∆t = T/N
3: for i = 0 to N − 1 do

4: vk = clip (K(qgoal − q0),vmin,vmax)
5: qcandiate = qk + vk∆t
6: qk+1 ← NearestFreePoint(qcandidate, d(·))
7: end for

8: Pinit ← FitBezier({q0, . . . ,qN}).

Fig. 4: Time required by the proposed local planner to find

a solution for a trajectory of T = 5s discretized into various

number of points.

Fig. 5: A sample solution of the local planner. White curve

from initial pose to goal pose is the initial guess generated

with Algorithm 1. The thick green curve is the final opti-

mized trajectory obtained from the local planner.

we set dsafe+rrobot = 1m. During walking, the robot’s base

remains at approximately 0.5m above the ground, so we

extract an ESDF slice at zrobot = 0.5m. The proportional

constants for the planning model (14) are selected to be

k = 150 and kθ = 7 based on the observed step response

of the robot to velocity commands. The maximum velocity

commands set to umax =
[
0.5 0.3 0.5

]⊤
and umin of the

same magnitude with negative sign.

In the optimization problem (17), cost and feasibility

checks are evaluated only at N discrete time steps. Although

increasing N yields more accurate collision checks, it also

raises computational costs (see Fig. 4). Nevertheless, with a

planning horizon of T = 5s and N = 100 points, the solver

finishes in under 70ms. For the rest of our experiments,

we choose N = 40, corresponding to segments of about

7cm at the maximum speed—sufficiently safe for the robot’s

dimensions. Fig. 5 shows a sample trajectory plan obtained



Fig. 6: Map overlaying ESDF (rainbow colors) and volumetric voxels (gray), generated online during autonomous exploration

with our quadrupedal robot in an indoor environment, with a trajectory shown as a green line and the autonomy stack running

on a laptop for visualization. The surrounding images show a third-person view of the robot exploring the environment

corresponding to the location in the map.

for the Ghost Vision 60 robot in a cluttered space while the

re-planning is being done at 15Hz.

VII. APPLICATION AND EXPERIMENT

With the autonomy stack presented in the preceding

sections, we build an autonomous exploration application

to verify the proposed autonomy capability, as autonomous

exploration of an unknown environment is one of the funda-

mental problems in robotics with great potential in practice.

One of the most successful and foundational approach for

this problem is of the Frontier-based exploration [47].

Specifically, this approach relies on identifying frontiers,

which are the boundary regions separating the explored

area and unexplored territory. The ESDF map generated

by the online mapping module is converted to occupancy

map at a inflated level to consider robot’s dimension and

additional clearance dsafe + rrobot, which is then searched

to identify the frontier regions. These frontier regions are

clustered based on their proximity to the robot’s current

position and their size, with centroids computed for each

cluster. A global planner employs the Jump Point Search

(JPS) [48] algorithm to compute paths from the robot’s

position to each frontier centroid, evaluating their visibility

and accessibility. To optimize the exploration efficiency, the

Traveling Salesman Problem (TSP) framework is employed

to determine an optimal sequence for visiting the frontier

centroids. A waypoint is generated at a look-away distance

within a specified range from the robot position by following

the path to the first frontier centroid in the queue. This

exploration step is repeated each time the ESDF map is

updated by the online mapping module and a waypoint is

generated. This waypoint along with its heading from the

robot’s position is used by the local planner to generate

feasible body velocity commands and an efficient trajectory.

Clearly, this exploration is essentially enabled by the

state estimation, online mapping and local planning. As a

proof-of-concept test, we deploy this autonomous exploration

system onto our quadruped and perform a preliminary exper-

iment in a GPS-denied indoor environment detailed next.

A. Preliminary Testing

We evaluated the baseline system of autonomous explo-

ration on Ghost Vision 60 in the STAR Health Sciences Com-

plex at the University of Delaware. The third-person view

of the robot exploring the environment in the location of the

generated map are shown in Fig. 6. As evident, some parts of

the environment has varying lighting conditions and a shiny

floor, making VINS feature detection and tracking chal-

lenging. Despite that, the proposed kinematics-constrained,

gait-constrained VINS-based state estimator was able to

provide accurate localization to fundamentally support the

exploration. Especially, we further evaluated separately the



Fig. 7: The ESDF map generated online during exploration.

Fig. 8: Snapshots of local planner behavior during the test.

White represents the frontier visiting order. And arrows ar

the frontiers. The global plan is represented in violate.

proposed state estimation module in a start-end loop while

manually controlling the robot. The total trajectory length

is 160.1m, with a drift of 2.07m, accounting for 1.29%
of the total trajectory. The Z-axis drift is 0.5cm and it is

consistently bounded to 1±0.5cm.

The online ESDF mapping uses the state estimates and

fuses LiDAR and depth data to generate a refined maps as

shown in Fig. 7. The frontier exploration module processes

the ESDF map to identify frontier regions, clusters them, and

computes the centroids of each cluster. The global planner

then generates a path connecting all the frontier centroids

shown in white line in Fig. 8 and gives a waypoint to the

local planner which considers the kinodynamic constraints

and generates a trajectory shown in green. These snapshots

visualize the real-time behavior of our planner and confirm

our expectation.

VIII. CONCLUSIONS AND FUTURE WORK

Quadrupedal robots are gaining traction and offer signif-

icant potential for autonomous applications. In this paper,

we have taken up this challenge by developing an effi-

cient quadrupedal autonomy stack that integrates multimodal

state estimation, online mapping, and ESDF-based planning,

going beyond just locomotion. In particular, we proposed

a lightweight, kinematics-constrained, gait-informed visual-

inertial estimation module. Leveraging precise localization,

we developed an online, multimodal ESDF-based mapping

framework that efficiently fuses LiDAR and RGBD data, and

implemented efficient ESDF-based planning for resource-

constrained environments. Finally, we integrated these auton-

omy algorithms with the Ghost Vision 60 quadrupedal robot

and preliminarily validated the system through autonomous

exploration in a GPS-denied indoor environment. In the

future, we will further optimize our modular algorithms

for estimation, perception, and planning. Expanding on our

quadrupedal autonomy stack, we will develop sample return

or data collection applications while testing in more chal-

lenging environments.
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